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Those who aspire to radical enhancement seek not just to improve significant attributes and abilities, but to boost them to levels that greatly exceed what is currently possible for human beings.
  In this paper I accuse the would-be radical enhancers of going too far.  Enhancement is one among many influences directed at human beings that may be acceptable in moderation, but is wrong if taken to extremes.  There is an upper limit on the degree of enhancement that it is good for a human being to undergo, an upper limit that radical enhancement takes us beyond.  

Philosophical assessment of radical enhancement is a matter of urgency.  According to some commentators we’re on the verge of truly massive enhancements of human capacities.  For example, the inventor and futurist Ray Kurzweil proposes a law of accelerating returns according to which the advancement of enhancement technologies follows an exponential path.  A feature of these ever-increasing patterns of improvement is that they can deliver dramatic improvements quickly.  Kurzweil predicts that the imminent improvements of information processing technologies will lead to a fusion of humans with machines.  This will involve the replacement of computationally cumbersome, disease-prone neurons by super-efficient electronic chips.  Converting the human mind into technology will soon generate an intellect “about one billion times more powerful than all human intelligence today.”
  The gerontologist Aubrey de Grey is working on rejuvenation technologies that he hopes will soon push maximum human life span far beyond the 122 years achieved by the French super centenarian Jeanne Calment.  De Grey recently proclaimed that the first person to live until 1,000 years old is probably already alive.
  The prospect of radically enhancing humans has inspired a social movement – transhumanism.  According to the widely cited Transhumanist FAQ its goal is “developing and making widely available technologies to eliminate aging and to greatly enhance human intellectual, physical, and psychological capacities.”
  
The claim that radical enhancement is technologically feasible is controversial.  But the transhumanists and fellow travellers have said enough to prompt a philosophical engagement with it.  It would be wrong to just assume a gradualist scenario in which enhancements arrive in small increments with plenty of time for us to adjust between each instalment.  
I defend an anthropocentric account of the value of future possible experiences.  This anthropocentrism evaluates experiences we might have relative to human norms.  We value possible experiences within and slightly beyond the normal human experiential range because we’re able to engage with them psychologically.  We can legitimately imagine these experiences as our own.  We place a reduced value on possible experiences far outside of the normal human range because we’re unable to psychologically engage with them.  We cannot legitimately imagine them as our own.  I argue that limits on our capacity to engage with various possible experiences have implications for the value we place on varying degrees of enhancement.  Within, and perhaps somewhat beyond the normal human range we place greater value on experiences that correspond with more objectively significant accomplishments.  We view it as better to run the 100 meter dash in 10 seconds than in 11 seconds.  We view solving a hard Sudoku puzzle as better than almost solving one of medium difficulty.  We’re incapable of veridically imagining what it would be like to complete the 100 meter dash or to solve hard Sudoku puzzles in .9 milliseconds.  As a consequence we’re right to place a reduced value on possible experiences corresponding with accomplishments such as these that lie far outside of the normal human range.  

Showing that experiences enabled by radical enhancement have reduced value is not the same as showing that they are valueless.  I complete my case against radical enhancement by arguing that it comes with significant costs.  The paper concludes with a suggestion about how we can get some of the goods brought by radical enhancement without having to undergo it.

An observation about the value we place on athletic enhancement

The 2008 Berlin marathon was won by the Ethiopian runner Haile Gebrselassie in the world record time of 2 hours 3 minutes 59 seconds.  His achievements have prompted intense debate in distance running circles about whether, or when a human marathoner will run a sub two hour marathon.  

Here’s something that participants in this debate don’t take themselves to be talking about.  They don’t take themselves to be debating whether some enhancement technology – perhaps genetic enhancement, perhaps the replacement of human haemoglobin with super-efficient miniaturized robotic transporters of oxygen – might result in sub two hour marathons.  The answer to this question is a pretty straightforward “yes.”  Considered in objective terms, Gebrselassie’s performance is actually pretty mediocre.  You’d be unlikely to purchase a used car whose best performance over 42.195 kilometres was 2 hours 3 minutes 59 seconds.  There are likely to many ways of combining human brains and bodies with technology that would lead to faster marathons than Gebrselassie’s.  The question about the future of marathon times that participants on Internet running fora take themselves to be asking is whether unmodified members of our species will ever run under 2 hours.  

We appear to combine an intense interest in the athletic achievements of unmodified human competitors with a relative indifference to the possible achievements of enhanced athletes.  Does this reflect some irrational technophobia?  Might proper reflection on our values lead to acknowledging the faster times of technologically enhanced humans as better than the slower ones of unmodified humans?  I propose that our preference for Gebrselassie’s marathon over the objectively superior performances of enhanced runners accords with criteria that are parochial but principled.  It reflects something deep about human psychology.  We find Gebrselassie’s marathon exploits more valuable than we would the more objectively impressive achievements of nanotechnologically enhanced athletes and second hand Toyota Corollas because of an access we have to the former that we lack to the latter.  Human spectators can engage with the former in a way that they cannot with the latter.

In what follows I offer one explanation for our ready engagement with human marathoners and chess players and our disengagement with machines and enhanced humans that seem, according to objective standards, to run faster marathons or to play better chess.  According to simulation theory, we predict and explain the actions of other human beings by simulating the mental process behind them.
  The results of this simulation enable us to predict what they will do, and to explain why they did what they did.  We predict what people will do when confronted by misdirected buses by imaginatively placing ourselves in those circumstances.  We use our own psychological processes to simulate theirs.  We predict that they would leap out of the way because that’s what we would do in those circumstances.  When we perform our simulations we take our mental machinery “off-line” so that it produces predictions and explanations of others rather than causing us to act in certain ways.  In simulating the mental processes of the person in the path of the bus we understand that she must take evasive action; the output of the simulation isn’t a desire that we abruptly throw ourselves toward the curb. 

Simulation theory assumes sufficient similarity between the individual doing the simulating and the individual being simulated.  The explanations and predictions that emerge from our simulations assume shared capacities and limitations.  Beings whose bodies are constructed out of titanium may have no need to leap from the path of the advancing bus.  Their simulations are therefore uninformative about the behaviour of beings with human bodies.  Our simulations will be correspondingly uninformative about their behaviour. 

There’s clear evolutionary value in simulations that track the psychologies and physiologies of the beings we most need to explain and predict.  And there’s an evaluative by-product.  We can enjoy Gebrselassie’s performance because we can vicariously experience it.  Human witnesses of the final stages of his record-breaking performance are able to simulate it.  We draw on our own experiences of completing 10 kilometre jogs or of successfully running to catch buses.  In this way we’re able to sample Gebrselassie’s joy and exhaustion as he crosses the finishing line.  We find ourselves imaginatively disconnected from the superfast marathons of competitors with nanotech haemoglobin and motorized limbs.  
Simulation theory offers one for explanation for limits on our powers of empathy.  It may not be correct.  But the reality of our emotive and psychological anthropocentrism survives the falsehood of this, I think promising, explanation for it.  My argument goes through if our anthropocentrism is no ephemeral consequence of some ideology opposed to human improvement but rather is an enduring and robust feature of the human mind.

So far my examples have been different ways to complete marathons.  Analogous points apply to intellectual pursuits.  One of the more significant events in recent chess history was the 1997 defeat of Garry Kasparov, possibly the strongest ever human chess player, by the IBM designed computer Deep Blue.  Over the course of the match, Deep Blue’s movement of its chess pieces was objectively superior.  But there’s good reason to think that, no matter soundly Deep Blue beat Kasparov, a human player will always play chess in ways that interest human spectators to a greater degree than Deep Blue and its successors.  Human chess players of modest aptitude can read Kasparov’s annotations and thereby gain insight into his stratagems.  There seems in contrast to be a barrier between human minds and vicarious experience of Deep Blue’s play.  According to its programmers, Deep Blue’s chess brain contained a database with around 700,000 games.  Each of these could be retrieved in their entirety within an instant.  Deep Blue could generate positions and evaluate them using a function integrating four distinct measures of chess success at a speed of 200,000,000 positions per second.
  Perhaps Deep Blue plays better chess than Kasparov.  But Kasparov plays the game in a way that we can vicariously experience, enjoy, and therefore value.  


Our simulations are the basis of our connection with the performances of others.  They explain our valuing of those performances.  I think they’re also the basis of our valuing of our own future performances.  Here the relevant evaluative connection is not with others, but instead with our own future selves.  When we think about things that we might do we place greater value on achievements that are within or just beyond the normal human range.  Within this human range we place greater value on more objectively impressive achievements.  Our anthropocentric norms acknowledge 2 hours 30 minutes as a better time to complete a marathon in than 3 hours.  Outside of the human range there’s a point at which objective improvements become less interesting and therefore less valuable to us.  This is because greater degrees of enhancement weaken our connection with the exploits they enable.

Enhancement’s increasing costs

So far I’ve argued that we place greater value on achievements that fall within and perhaps just out of the normal human range of capacities than we do on achievements far beyond that range.  This claim does not, by itself, establish the conclusion that radical enhancement is not worthy of pursuit.  Radically enhanced achievements may still have value even if this value is lower than more moderate achievements.  Five minute marathons are still something even if we find ourselves imaginatively severed from them.  In this section I supplement the claim about the comparative value of radically enhanced achievements with a claim about their great costs.
There’s a tendency among some of its defenders to treat enhancement as purely additive.  This view presents genetic or cybernetic enhancements as biological analogues of John Rawls’s primary social goods.  Primary social goods are useful – or at a minimum not harmful – to anyone, regardless of his or her conception of the good life.  Examples are money, self respect, and the freedom of speech.  The freedom of speech is an essential means to the achievement of many life plans.  Even when it’s not, it’s never harmful.  The freedom of speech brings no obligation to advance arguments for your conception of the good life.  These facts make it rational for people choosing in ignorance about their future life plans to prefer “more primary social goods rather than less.”
  There’s an analogous defence of enhancement.  Enhancement permits its recipients to perform actions that they would otherwise not be able to do.  It does not make formerly available actions unavailable.  One could undergo all manner of radical enhancements and yet still resolve to live a life indistinguishable in terms of its activities and duration from ordinary human lives. 

I argue that this is mistaken.  It is wrong to think of enhancement as purely additive.  From most, if not all of us it subtracts experiences of greater value than those that it contributes.  Gaining the ability to properly engage with and therefore to truly value radically enhanced achievements deprives us of proper engagement with achievements that we currently value.
There is a straightforward way to find value in the exploits of chess supercomputers and marathon runners with motorized legs and nanotech replacements for haemoglobin.  

You could enhance yourself in these respects.  As you explored your new powers you would acquire the capacity to simulate similarly enhanced beings.  The strategies of a chess player enhanced with a neuroprosthesis running an updated version of Deep Blue’s program are eligible for simulation by other humans equipped with similar neuroprostheses.  Humans whose haemoglobin has been replaced with nanotechnological haemoglobin would enjoy the performances of similarly enhanced athletes.  In this way enhancement enables a host of new meaningful experiences. 

This path to meaning comes with a significant cost for people contemplating it.  This cost is the devaluing of experiences that we currently view as meaningful.  Infusing your body with nanotech haemoglobin enables you to run faster marathons.  It also makes your past marathon times less valuable.  The meaning possessed by your past marathon efforts is, in no small part, judged relative to human norms.  You view your 3:30 time as very impressive.  It might feature in an an account of your life’s significant achievements.  Your nanotech enhancement means that you now evaluate it relative to different standards – superhuman and not human.  Your formerly impressive achievement becomes merely feeble.  Suppose you’ve written a book defending radical enhancement of which you are proud.  Arguments of sufficient quality to convince humans are unlikely to satisfy the elevated intellectual standards of judges with radically enhanced cognitive powers.


Note that this loss of meaning occurs with the dramatic increase in our powers.  It’s not something that occurs with incremental changes.  Suppose that as a consequence of intensive training you complete your second marathon in 3:20.  This is more objectively impressive than your earlier time.  But your new athletic powers do not bring with them evaluative standards that make the earlier effort seem trivial and without significance.

Perhaps I’m exaggerating this problem of the loss of significance of our past experiences and achievements.  Radical intellectual and physical enhancement is something that almost all of us have direct experience of.  As newborns we know next to nothing and are capable of very few deliberate movements.  Growing up is a process of radical enhancement.  Nick Bostrom makes the point that it can be good for children to grow up, and that “it might be good for adults to continue to grow intellectually even if they eventually develop into rather different kinds of persons.”
  Growing up is a time of radical intellectual and physical transformation.  We do have to deal with growing pains.  But it’s (usually) worth it.  Growing up certainly seems preferable to spending a normal human life span in childhood.  If dramatic intellectual and physical improvement is good for a four month old then why shouldn’t it be for a forty year old?  

There is something a bit tragic about growing up – a fact well appreciated by Michael Jackson.  As we grow up we lose the capacity to experience certain achievements as meaningful.  For example, the experience of counting all the way up to a hundred for the very first time is meaningful for a child.  As an adult one can appreciate that this is quite an accomplishment for someone with a pretty shaky mastery of number concepts.  But we don’t view it as meaningful.  We view counting to a hundred as a laborious activity to be undertaken only when forced to arrive at an accurate tally of a collection of objects.  Many of our childhood achievements are largely lost to us.  We accept this as part of the process of growing up.  

Children enjoy childhood in part because they’re typically only dimly aware that their current commitments are only temporary.  A child’s limited awareness of the bounded nature of her commitment to her Ken and Barbie dolls permits her to be wholehearted in her play with them.  She’s likely to have parents alert to childhood commitments that will constrain future adult choices.  They understand that they should prevent eight year old boys with a passion for toy soldiers from signing up for tours of duty in Afghanistan.

Herein lies part of the threat from ongoing intellectual and physical growth.  The plans we formulate and act on as adults make us who we are.  We want to be responsible for our adult decisions, not to have them vetted as parents vet the decisions of children.  Our moral and political views are to be taken seriously, not dismissed as sillinesses that we’ll (hopefully) grow out of.  We’re right to treat the child who shouts “Heil Hitler” differently from an adult who chants it.  At least as we’re currently constituted, we don’t view adulthood as an intermediate childhood, a way-station on the way to more significant developmental stage.  It’s life’s main arena.  Radical enhancement experienced as an adult threatens to turn adulthood into an intermediate childhood.

I don’t mean to deny that there could be beings biologically similar to us who value stages in their lives very differently from the way we value physiologically similar stages.  But we’re not them.


I find the prospect of unending cognitive growth posited by Kurzweil especially terrifying.  It’s the prospect of never reaching a stage in life when we are empowered to make real choices.  We must view any commitments that we do make should as reversible in light of the superior wisdom of a later age.  


You could avoid this Kurzweilian nightmare by nominating some stage of enhancement as adulthood.  You might, for example, select some number of IQ points as your final destination and deem yourself to have reached adulthood when that point is achieved.  You might argue that a posthuman pattern – human childhood followed by several intermediate childhoods terminating in adulthood when an IQ of 1000 is achieved – is superior to our current pattern – human childhood followed by human adulthood.  It seems to arrive at a grander destination.  This approach does suppose that you have sufficient grounds to, at some point, reject enhancement.  You’d be rejecting radical enhancement relative to some future enhanced stage rather than radical enhancement relative to your current human capacities.


As I’ve described them the human and posthuman patterns share the idea that we can give reasons of sufficient strength to reject enhancement.  Is there reason to prefer one to the other?  Can our current human pattern be defended against the posthuman alternative?  Perhaps it cannot.  But perhaps it does not need to be defended.


Gregory Kaebnick makes the point that “there are aspects of human nature that we just happen to value in themselves.”
  Kaebnick usefully places this observation in the context of a Humean view about value that emphasizes the indispensability of affective responses in moral judgment.  Human are endowed with affective responses that lead us to prefer the human pattern to the posthuman one.  Posthuman Humean philosophers are entitled to draw the opposite conclusion.  The different posthuman affective responses will justify their preference for the posthuman pattern to the human one.  They’d view never emerging from their second child hood as tragic in the way that we might view never growing up.  But we are not them.  And we may need to do little more than make this point to successfully defend our preferred pattern against their alternative.

Bostrom’s (mis-)application of Lewis’s dispositional theory of value

Perhaps it’s a mistake to perceive a discontinuity between our human values and radical enhancement.  Nick Bostrom enlists David Lewis’s dispositional theory of value to show that, properly understood, our human values call for radical increases in our intellectual and physical powers and extensions of our life spans. 
  

The dispositional theory begins with the intuition that our values correspond with our desires.  Essentially, we value what we want.  Lewis recognizes that we can desire mistakenly.  Consider a desire you might have, after a couple of margaritas, to consume a chilli whose heat was measured at 16 million scoville heat units (SHU).  This (merely theoretical) chilli would have the heat of pure capsaicin, the chemical compound that gives peppers their heat.  Except in the cases of people genuinely indifferent to the wellbeing of their digestive systems this desire does not correspond with a value.  The dispositional theory corrects mistaken desires.  According to the theory “something is a value for you if and only if you would want it if you were perfectly acquainted with it and you were thinking and deliberating as clearly as possible about it.”
  The desire to down the radically enhanced chilli does not correspond with a value if it would not survive this process.  

According to Bostrom, Lewis shows that some radically enhanced experiences and activities may “be values for us now, and they may be so in virtue of our current dispositions, and yet we may not be able to fully appreciate them with our current limited deliberative capacities and our lack of the receptive faculties required for full acquaintance with them.”
  Lewis’s theory shows that many things that are beyond our comprehension nevertheless fall within the ambit of our current dispositions.  There are Sudoku puzzles that are beyond the skills of the best human solvers – perhaps puzzles arrayed along ten dimensions, rather than the two that currently confront human commuters.  But presumably human solvers would enjoy them were they smart enough to solve them.  Bostrom’s request for radical enhancement is essentially the demand that we modify ourselves so as to better appreciate the things valued by our rationally ideal selves – the things that we really value.  

Bostrom has misapplied Lewis’s dispositional theory of value.  His mistake can be traced to a mistaken interpretation about the imaginative exercise involved in applying the theory.  Lewis is explicit about its purpose.  It should not change what we value.  Its purpose is to highlight the implications of our actual values not to assess the implications of values that we might possess if we were to undergo some manner of transformation.  Lewis is trying to elucidate the values we currently have – not the values we might hypothetically acquire after frontal lobotomies, or decades of heroin addiction, or radical intellectual enhancement.  
There’s a big difference between the rationally perfect self that Lewis imagines us deferring to and the radically enhanced beings that Bostrom wants us to become.  We can be pretty confident that there will never be a rationally prefect being – at least, no such being will ever exist in the natural world.  Such a being is logically incapable of error.  If Kurzweil is correct about the accelerating improvement of information technologies and their application to humans then we may become many millions of times more intelligent than we are today.  But so long as we are able to form beliefs we will never acquire logical immunity from error.  This is no problem for Lewis given that rationally perfect selves are theoretical constructs in thought experiments about values and not predictions about the future of the human species.  
The important thing about the prospective chilli eater’s imaginative exercise is that it includes facts about human capacities and limitations.  The effects of chillies on enhanced posthuman digestive systems are irrelevant.  The correct way to apply the dispositional theory is to imagine the diner’s ideal self making judgments about whether she, as she is currently physically and mentally constituted, should eat the radically enhanced chilli.  She’s in for a shock if she proceeds on the assumption that her digestive system has been radically enhanced so to cope with anything that she might ingest.
Appropriately construed, Lewis’ theory directs us toward, and not away from limits on enhancement.  Proper inspection of human psychology shows that our values are as much shaped by human limitations as they are by human capacities.  Anthropocentrism about possible future experiences is a consequence of our imaginative limits much as failure to value the 16 million SHU chilli emerges from the limits of the human digestive system.
What of radical enhancement’s instrumental benefits?
Thus far this paper’s discussion of enhancement has been somewhat one-sided.  There are actually two ways to evaluate enhancement and by implication radical enhancement.  One way assesses enhanced human capacities in terms of their intrinsic value.  We can understand the intrinsic value of a capacity as internal to its excise.  In the case of Gebrselassie’s world record run, intrinsic benefits include the joy of successfully combining brain and body to run a very fast marathon.  The intrinsic value of enhanced capacities has been the primary focus of this paper.  I’ve been silent on a second mode of evaluating enhanced human capacities.

This second mode of evaluation assesses enhancements in terms of their instrumental value.  Instrumental benefits are external to exercise of a capacity in question.  In Gebrselassie’s case, the instrumental benefits include fame and financial rewards.  These are generated by but are external to the exercise of his athletic powers.  They would not have been diminished had he cheated undetectably – perhaps infusing nanotech haemoglobin.  If I’m right these ways of winning are less intrinsically valuable, less meaningful for human spectators.


Instrumental values clearly matter.  Suppose extraterrestrials had communicated the truth of “E=MC2” to Einstein.  We would be deprived of the pleasure of reading the intellectual biography of its human discoverer.  We wouldn’t be able to take pride in it as a human intellectual achievement.  But we’d still know it.  If we were confident of its truth we’d be able to derive further truths on the basis of it.  If the same extraterrestrials had communicated a cure for HIV/AIDS there’d be no moving human story of scientific discovery.  But we’d nonetheless have the cure.  


I’ve argued that radical enhancements have relatively low intrinsic value.  They’re likely at the same time to have high instrumental value.  We assign differing degrees of instrumental value to an enhancement according the benefits it can provide.  For example, we use our cognitive capacities to solve problems.  Greater degrees of cognitive enhancement permit more difficult problems to be solved and are therefore more instrumentally valuable than are lesser degrees of cognitive enhancement.  

If the only, or dominant way of assigning value were in terms of instrumental value then it would seem irrational to reject radical enhancement.  I’ve argued that increasing the instrumental value of human intellectual and physical capacities comes at a cost in terms of their intrinsic value, value that is internal to their exercise.  If we preserve intrinsic value and therefore insist on that the influences we direct at our brains and bodies preserve the capacity for meaningful experiences and achievements must we forego the benefits that would come from the pursuit of enhancements with high instrumental value?  I think that we can have both so long as we are careful about the target of our instrumental ambitions.  It’s important to remember here that Kurzweil’s vision of our future comes from his reflections on technology.  If we rely on technology to provide instrumental goods then they may be attained without sacrificing intrinsic goods.

We correctly apply instrumental measures when measuring the enhancement of nonhuman technologies.  Consider, for example, the application of instrumental value to progress in integrated circuits.  The end we’re seeking is to increase the number of calculations per second that these circuits can perform.  More is, all else equal, better.  An Intel engineer who tries to make a case for a new chip that is identical to an existing one in all respects apart from the fact that it performs fewer calculations per second faces a disappointing Christmas bonus.  His bosses will reject his appeals to the new chip’s great intrinsic value.

If I’m right we don’t need to choose between a human option of high intrinsic value and low instrumental value and a posthuman option of low intrinsic value and high instrumental value.  The choice we must make is not so much about whether to accept or reject the goods enabled by radical enhancement.  Rather it’s about whether we should internalize or externalize radical enhancement.  A policy of internalizing enhancement involves increasing the instrumental value of our mental and physical capacities.  A policy of externalizing enhancement involves making technologies more instrumentally valuable in ways that do not require alternations to human beings.  It’s the process tracked by Kurzweil’s law of accelerating returns which registers such things as the replacement of integrated circuits by ones that perform more calculations per second.  What’s remarkable about the transhumanist project of radically enhancing humans is not the idea of developing technologies that enable us to do remarkable things.  It’s the idea that these technologies should be integrated into human brains and bodies – that these technologies should be internalized.  I’ve argued that internalizing them detracts from meaning.  The policy of externalizing enhancement is the idea that we can continue to receive the benefits of Kurzweil’s law of accelerating returns without being sucked up into it.  In maximizing the instrumental value of our technologies we can preserve the intrinsic value of our experiences and achievements.  

This is not a particularly revolutionary proposal.  We build machines to clear our driveways of snow.  We don’t feel the need to enhance the snow-shovelling aspects of the human body.  We can build computers capable of calculating billions of places of pi – we don’t need to radically supplement the human mind to be able to do this.  
In transhumanist quadrants of the blogosphere there’s some criticism of the Star Trek Universe in which humans who don’t seem any better than us get to travel from star system to star system at warp factor nine, dematerializing and rematerializing at will.  Why in the midst of all of this technological improvement have humans missed out?  I’ll overlook the uninteresting explanation that points to the needs of human TV audiences to see characters that resemble them.  From the transhumanist perspective Captain Kirk’s placement on the bridge of the star ship Enterprise is as much an anachronism as would be the placement of a rotary dial telephone in the hands of its communications officer.  They’d view the android Data and super-rational science officer Spock as closer to the truth about star-faring humans.  I think that Captain Kirk needn’t be an anachronism.  Technologies have assisted beings biologically indistinguishable from those who prowled Pleistocene Savannahs to travel to the moon.  There’s no obvious reason why beings with brains and bodies like ours shouldn’t successfully design technologies that will transport them to the stars.


There may be circumstances in which this is not an option, circumstances in which the only way to survive as a species is to radically enhance ourselves.  Perhaps there are environmental problems that we cannot resolve without the benefits of radical enhancement.  Under these circumstances radical enhancement may be worth it.  We’d (reluctantly) do many things to avoid extinction.  For example, we’d be prepared to live underground to escape the planet’s lethally polluted atmosphere.  If we had to become posthuman to prevent our biological lineage from going extinct then so be it.  But we should regret this, much in the way we would if we had to live in underground caves to escape a toxic atmosphere.  Perhaps we’d turn into beings who properly valued these new existences.  But these facts about how our values could change does not force us to anticipate them.
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