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Abstract. New Mexico State University’s Computing Research Lab has participated in research in all three
phases of the US Government’s Tipster program. Our work on information retrieval has focused on research and
development of multilingual and cross-language approaches to automatic retrieval. The work on automatic systems
has been supplemented by additional research into the role of the IR system user in interactive retrieval scenarios:
monolingual, multilingual and cross-language. The combined efforts suggest that “universal” text retrieval, in
which a user can find, access and use documents in the face of language differences and information overload,
may be possible.
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1. Introduction

As members of the US Government’s Tipster initiative to develop new text technologies,
New Mexico State University’s Computing Research Lab (CRL) was funded to explore
research issues in multilingual and cross-language text retrieval between 1994 and 1999.
Additional development focused on integrating information retrieval technology with the
Tipster document management architecture, while other research has been directed towards
understanding how users interact with text retrieval systems, including cross-language re-
trieval systems. In this paper, we review five years of information retrieval research and
development under Tipster funding. CRL’s efforts under Tipster have been aimed at pro-
ducing what might be called “universal” retrieval technologies. Universal text retrieval is
retrieval of textual information regardless of language barriers or application limitations. The
work on multilingual and cross-language retrieval has focussed on eliminating the language
barrier, while the efforts on interactive systems have been aimed at reducing or eliminating
the problems associated with providing usable, task-enhancing interface mechanisms for
text retrieval tasks.

Multilingual text retrieval is, for our purposes, text retrieval that operates on more lan-
guages than just English. Our work on multilingual text retrieval included developing URSA,
the Unicode Retrieval System Architecture, one of the first text retrieval engines to operate
completely and transparently on Unicode text. The URSA system integrates language-
specific processing features into its indexing and query pipelines. URSA has been used
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extensively at CRL for multilingual applications. We will describe the development, im-
plementation and application of URSA in the Oleada project’s Ikwic tool later in this
paper.

Cross-language text retrieval is text retrieval that operates with queries in one language
to retrieve documents in other languages. There are several compelling research questions
that have emerged from our work and that of others (Carbonell et al. 1997, Oard and Dorr
1996) on cross-language text retrieval.

Among these have been the basic question of whether machine translation technology
in the broadest sense is required to translate queries and documents, or whether alternative
techniques can substitute for machine translation in many circumstances. The latter question
becomes particularly important for languages for which there is little support from commer-
cial machine translation vendors, especially languages that are spoken by small numbers
of people. This question can be broken down further by asking whether simple bilingual
dictionaries can be useful for query and document translation, and if the limitations of all
dictionaries in terms of lexical coverage can be supplemented by using inductive methods
to infer term equivalents over parallel texts, from the Web or other sources. We provide
an overview of our work in cross-language technology and show how research has begun
to answer some of these questions in recent years, while bringing about new, additional
questions at the same time.

The third and perhaps most important aspect of our research has been focused on trying to
understand how to create interfaces and systems that are useful to people. This has included
iterative development of systems like Ikwic, as well as empirical user studies of monolingual
and cross-language text retrieval systems. When conducting empirical user studies, we have
found that careful consideration of how users process the task sheds enormous light on
developing effective user interfaces. We report on successful experiments, methodological
considerations and illustrative failures in this paper.

2. Multilingual text retrieval, URSA and applications

From 1993 to 1996, we used several different text retrieval systems to conduct experiments
on multilingual retrieval, as well as to develop applications for use in Government pro-
grams. These systems included specialized engines for multilingual glossaries that could
robustly handle routine updates to multilingual text entries. Other systems operated on
text using n-gram approaches for parallel text alignment, indexing and retrieval. We also
investigated using the University of Massachusetts’ Inquery retrieval engine (Allen et al.
1995) as a core retrieval engine. By 1996, CRL was developing the multilingual Unicode
Text Toolkit (MUTT) for the US Government. MUTT is a Motif library for display, editing
and conversion of native scripts into Unicode. Around the same time we began developing
URSA, the Unicode Retrieval System Architecture, based on our growing understanding
of how Unicode could unify and simplify many of the complex issues surrounding pro-
cessing multi-byte and single-byte scripts. We also made significant headway in developing
versatile IR technologies that could scale to the multi-gigabyte level, while still supporting
the diverse range of embedded production and stand-alone research needs that were being
asked of the URSA library.
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2.1. URSA as a core retrieval technology

URSA is a high-performance text retrieval system that can index and retrieve Unicode text.
URSA provides a C library for application development, and a group of stand alone tools
that can process documents, queries and information requests. Some of the primary features
of URSA include:

• Index and retrieve UCS2 Unicode text.
• Posting compression reduces index size to between 15% and 25% of the size of the original

texts (25% is average for the original single-byte and multi-byte encodings, while 15% is
approximate for UCS2 representations. This measure grows to 80% of the original size
when extended information is needed to handle context searching efficiently.
• Near 0 startup times for loading lexicons. Query tools make heavy use of memory mapped

b-tree representations and auxiliary files making startup times very low and tools suitable
for both stand alone and embedded applications.
• Support for 75,600 query/document weight variants. The full range of variants is based

on the scheme in Zobel and Moffat (1998). URSA supports the variants expressed by
[A-F][A-I]-[A-B][A-F][A-N]-[A-B][A-F]A. This range of variants includes both the
Okapi (Robertson et al. 1994) formulation and Cornell variants, as well as a range of
more exotic functions.
• Fast query pipeline: 1.523s per query for full TREC (Text Retrieval Evaluation Conference

(Harman 1992) ad-hoc queries on 800 Mb collection (queries 1 through 350). Dropping
the narrative field of the query reduces this to 0.717s/query.
• Additional support for term/document statistics, including IDF (inverse document fre-

quency) and TF (term frequency) retrieval, average IDF and TF for documents and other
figures of merit.

The URSA system follows the general model of inversion for creating an index that can
supply token to document mappings. A second stage handles retrieval from multiple indexes
and ranking of retrieval results. Critical components include the tokenization/morphology
stage that is applicable to both the indexing and retrieval pipelines. Tokenization is the
determination of “meaningful” elements for indexing. Morphology is analysis of surface
forms to determine their root forms (and sometimes part-of-speech). These are very complex
and somewhat controversial topics across the world’s languages, and topics that are highly
application dependent; retrieval may need to operate on surface forms and not consider root
forms, or error rates for tokenization may be so high that it can’t be considered reliable
enough for retrieval purposes.

Tokenization, segmentation and morphology reference the complexity of determining
the best items for indexing. These properties vary across languages and applications.
Tokenization in English, for example, is hampered by the fact that abbreviations sometimes
contain unexpected period sequences. Proximity retrieval bounded to the same sentence
can be incorrect if the abbreviation is misperceived as a sentence bound. English tokeniza-
tion and morphology is difficult enough, but other languages exponentially compound the
problem. In Arabic, for example, the root token is often far removed from the surface form,
as in Korean. German compounds nouns together into long words, making easy matches
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difficult. Chinese, furthermore, doesn’t even divide up “words”. Ideograms in Chinese have
abstract meanings, but they also can be used as phonetic devices for foreign words and
phrases, making sequences of them very “word-like”. Unicode simplifies the handling of
tokenization by providing merged assignment of punctuation across differing languages,
for example, but in URSA we have had to extend the role of certain codepoints to support
segmentation and tokenization.

The problems of tokenization, segmentation and morphology are acutely illustrated by the
Asian languages, especially Japanese and Chinese. URSA’s tokenization process for Asian
languages can operate in several modes. We have implemented this flexibility because
it is currently unknown (empirically) what the best approach is for handling retrieval in
these languages. We support, for example, indexing all possible sequences of 1 or more
ideograms in Chinese and Japanese. We also support treating sequences of Hiragana and
Katakana in Japanese as separate tokens. We further support indexing Chinese and Japanese
using special markup in the UCS2 stream based on zero-width spaces (0× 200b) where a
zero-width space serves to signal the start of the next token. Various methods can be used to
segment Chinese and Japanese and insert zero-width spaces in the UCS2 stream. We also
support the preservation of language identity for ideograms by three codepoints from the
private-use area of Unicode. By prefacing tokens with these codes we insure that unified
Chinese, Korean and Japanese only match queries in their specific languages. Again, this is
an implementation-driven decision, however, and it is possible to imagine applications that
would want tokens without this language markup on the tokens.

2.2. Oleada and application-embedded text retrieval

URSA began to be used in real multilingual applications long before it was applied to
research tasks in cross-language or interactive retrieval. CRL’s Oleada project is a mul-
tilingual workbench for language instruction (Ogden and Bernick 1996) and interactive
translation. Oleada has components for multilingual text editing, document management,
interactive parallel text alignment and search, key-word-in-context searching, and for ana-
lyzing word counts and making statistical comparisons between counts in documents and
collections. URSA has a fundamental role in Oleada. URSA supplies tokenization and
persistent lexicons for the word counting tool (Wcount) and indexes documents for the key-
word-in-context search tool (Ikwic). In a typical Oleada work scenario a user imports large
document sets that are added to their Oleada collections. During the importation process,
the documents are converted from their native code set to UCS2, a 16-bit Unicode represen-
tation, and are then indexed using language-independent and language-specific techniques.
This index contains traditional posting information, but also has statistics about individual
word occurrences (how many times does this word occur in total?) and has statistics about
specialized document averaging statistics (what is the average inverse document frequency
for the terms in this document?). With this information readily available, the Oleada inter-
face allows, for example, a language instructor to find examples of words that significantly
co-occur with words they are trying to teach. An instructor teaching the vocabulary word
“cancer” would find that other vocabulary like “lung” and “treatment” would also need to
be taught and the instructor could easily find examples of these words used in real contexts.
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Figure 1. Ikwic user interface showing glob-style pattern matching in a Chinese text collection.

Because Oleada uses the URSA Unicode processing, all of this capability is available for
scores of languages.

2.3. Ikwic: Indexed key-word-in-context for multilingual text searches

The Ikwic application searches large multilingual text collections and displays the results
by showing the text around the key words. Figure 1 shows an example Ikwic search using
a glob-style regular expression. The individual matches and their contexts are shown in
the highlighted list below the search window. In this example, the Chinese text collection
has been segmented using CRL’s segmenter, which is based on choosing highly probable
readings after dictionary-based parsing of the candidate passage. Segmented “words” in the
Chinese text are separated by wider spaces in this view. The Advanced search button brings
up a dialog containing settings for restricting or expanding match criteria based on whether
two search strings must appear in the same sentence, within a given number of words of
each other, and so forth.

3. Cross-language text retrieval

Although it is possible to translate all of the documents into the query language, for large
collections the most economical approach to CLTR is to simply translate the query at
retrieval time into the document languages. This presupposes that the query can be translated
in a reasonably accurate fashion and that monolingual retrieval systems are available for all
of the document languages.
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As with Machine Translation (MT) in general, query translation in a CLTR system can be
done many different ways. An advanced MT system might, for example, perform sophisti-
cated parsing and analysis of the query, derive an inter-lingual semantic representation and
generate a new query from it. At the opposite end of the spectrum, a system could use shal-
low translation techniques to simply substitute terms from a transfer dictionary, ignoring the
ambiguities of polysemous candidates. In shallow translation approaches, the monolingual
text retrieval engine operating on the translated query bears the burden of weighting the
query terms by virtue of their co-occurrences, hopefully reducing the effect of poorly trans-
lated terms. Between these two extremes are a range of approaches. There have been many
good recent reviews describing the research efforts with the various methods (Carbonell
et al. 1997, Oard and Dorr 1996).

To overcome the limitations of general-purpose transfer dictionaries, Salton (1971) used
tuned lexicons and thesauri built from controlled vocabulary to good success in specific
text retrieval problems. Despite the growing availability of machine readable dictionaries,
however, preparing special-purpose lexical resources remains a daunting task.

Using massive bilingual and multilingual corpora as translation resources is another
approach that has the potential to overcome the limitations of the shallow methods, while
still requiring less resources than the tuned lexical methods or the deep semantic MT
approaches (Deerwester et al. 1990, Landauer and Littman 1990). Text corpora contain
examples of usage patterns in the query language that can be matched to examples in the
target language if the sentences or paragraphs of the texts are aligned to one another. Our
work is based on the belief that text corpora offer an intriguing possibility for CLTR query
translation. However we show how the lack of domain-specific texts or a suitably large
range of texts means that general purpose query translation systems remain elusive.

Under Tipster phases I, II and III, and related Government programs, we have been
prototyping and evaluating CLTR systems since 1992. Our work has been concerned with
the theory and application of existing text retrieval technology, as well as novel methods
for translating queries. The methods we have applied have been primarily based on large
bilingual text corpora. We use the corpora to derive query translations directly by selecting
terminology from the target language portion of the corpus. We have also used bilingual cor-
pora to try to optimize translated queries by eliminating terms incrementally from the target
query according to the similarity of the query and target query’s retrieval characteristics.

We have simultaneously been working to develop useful CLTR systems that leverage lim-
ited translation resources to help users retrieve and understand the retrieved documents, re-
gardless of the language. Our work has subsequently been overshadowed by the widespread
availability of MT systems for core languages, although many of the lessons we learned are
still applicable to languages with limited coverage by on-line resources.

3.1. Translation as a linear transformation

Our earliest efforts in CLTR considered the translation process to be a linear transfor-
mation of document feature vectors (Dunning and Davis 1993). The feature vectors were
composed of document term counts. Because the feature vectors are sparse, the transfor-
mation matrix was massively under-determined. For a parallel pair of documentsEi and
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Sj , and a transformation matrixT , an iterative update method can be formulated to solve
Ei = (T +1T)Sj , for the1T that minimizes:∑

i j

1T2
ij (1)

The solution to this minimization problem is:

1T = (Ei − TSi )ST
i

ST
i Si

(2)

This approach bears some similarity to the Latent Semantic Indexing (LSI) methods of
Bellcore (Deerwester et al. 1990), although the computational complexity of the iterative
methods are amortized slightly differently over multiple passes through the data set. The
other primary difference is that after developing the transformation matrix, we use it to
translate queries, rather than to associate and rank queries and documents, by computing
Q′ in:

Q = TQ′ (3)

At the time, there were no opportunities for large-scale evaluation of the effectiveness
of this query-translation strategy, so our evaluation methodology consisted of applying the
resulting transformation matrix to documents in a held-out portion of our training data.
Although the results were encouraging, the computational resources needed to iteratively
derive the transformation matrix were costly and had only been evaluated over documents
from the same text domain.

3.2. Lexical transfer

Starting with the 1994 Text Retrieval Evaluation Conference (TREC-3), Spanish document
collections and query sets have been available for evaluating text retrieval engines. The
queries and documents were monolingual, however, so testing a multilingual system was
only possible if the query set or the corpus is translated into a different language. We chose to
translate the queries since they were very short. With translated queries, a query translation
system that produces Spanish queries from hand-translated English versions of original
Spanish queries can then be compared against the original queries. The differences between
the two results are then a reasonable measure of the effectiveness of the translation process
in preserving the characteristics of the original query that contribute to retrieval.

For TREC-4, we submitted one set of results in which we used the Collins English-
Spanish bilingual dictionary to build Spanish queries. Individual terms in the English query
were reduced to their morphological stems and lookup was performed. The resulting set
of Spanish terms became the Spanish query. Some repetition of terms is apparent in the
resulting queries because all senses of each term were used with no attempt to disambiguate
the contextual usage of the English terms.
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While a dictionary tends to produce translations that are shallow but comprehensive,
covering all possible senses of a term but limited in the range of synonyms that are produced
for each term, corpus methods tend to produce translations that are deep but narrow, with
enormous repetition of domain-related senses of terminology. Corpus methods do, however,
have the comparative advantage that they are current and often contain highly specialized
usage patterns that may not be in available dictionaries.

In the TREC-4 evaluation, the transfer queries performed about 50% as well as the mono-
lingual Spanish baseline. This is in sharp distinction to the results reported in Salton (1971),
where a hand-generated bilingual thesaurus performed about as well as the monolingual
baseline.

3.3. Statistically significant terms

One additional corpus-based method that we tried was to extract the terms which are
statistically significant in the retrieved segments of parallel text in comparison to the corpus
as a whole. Various methods are possible for testing statistical significance, but the method
we applied is based on a log-likelihood ratio test that avoids normality assumptions and
therefore makes better predictions of term distributions in text (Dunning 1993). To its
disadvantage, the binomial model does assume independent word occurrences. To its credit,
however, it does not underestimate the probabilities of small count events.

The corpus was 1.6 Gb of Spanish and English translations from the United Nations,
containing proceedings of meetings, policy documents and notes on UN activities in member
countries. The documents were automatically aligned (Davis et al. 1995) at the sentence
level using a procedure that is conservatively estimated to have an 83% accuracy. This
produced a parallel corpus of around 680,000 aligned sentence pairs.

The method we applied extracted all of the terms from the sentences that are parallels to
the top 100 retrieved English sentences. The counts of the pooled terms are then compared
with the counts for the entire UN training corpus to evaluate their statistical significance.
The top 100 most-significant terms are then extracted and become the new Spanish query.
Although in TREC-4 evaluations this method performed poorly, with an average precision
of 0.0109 compared with the baseline monolingual system at 0.2153, or around 95% worse
than the baseline system, there is reason to believe that this approach may still have value
because the quality of the parallel texts was questionable. This resulted in significant “noisy”
co-occurrence patterns.

3.4. Evolutionary optimization of queries

If we could make a set of translated queries retrieve documents in a manner that is similar
to the English queries over a training corpus, then the translated query could conceivably
produce similar results on a novel corpus. One way to change translated queries is to add
and remove terms. The number of possible unique deletions that can be performed on a 70
word query is quite large, however, making the direct examination of all possible modified
queries effectively impossible.
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During Tipster Phase II, we applied an evolutionary programming (EP) approach to
modify a population of 50 queries (Davis and Dunning 1995). In an EP algorithm, an
initial population of queries is needed along with a mutation strategy to modify queries.
Optimization then proceeds by evaluating the comparative fitness of the queries, mutating
a selected sub-population of the queries to produce “offspring” solutions and re-evaluating
the queries iteratively until a suitable number of generations have passed. Our EP approach
considered the comparative evaluation of document score vectors as an objective measure
of the relative fitness of a query to the collection.

We have tried queries initially translated using both bilingual lexicons and parallel text
extraction. Typically, the mutation strategy applied between one and ten modification op-
erations to each of the 50 queries per generation and collected only the best 10% of the
queries to propagate into the next generation. Optimization proceeded for 50 generations,
resulting in a wide range of changes to each query.

The types of queries produced by this system typically showed the repetition of key
terminology combined with the elimination of irrelevant terms. The fitness judgment for
a query was based on comparative retrieval results using a training corpus of only 80,000
aligned sentences drawn randomly from the UN parallel corpus.

The mean improvement for 25 queries during optimization was approximately 1000%.
The performance of the resulting queries when applied to the TREC collection was, however,
60–70% worse than the reference monolingual queries. Based on our other explorations
during this same time period with parallel-text based methods for query translation and
optimization, we suspect that the parallel text was sufficiently noisy to make most useful
optimizations impossible. The 1000% improvement was an improvement only for the query
in direct relationship to the noisy parallel text, and the relative gains did not transfer to the
new document set.

3.5. QUILT: Bridging the gap to useful CLTR systems

Late in Tipster Phase II, we developed a prototype CLTR system that used a combination
of syntactic and statistical semantic disambiguation techniques to improve English-Spanish
CLTR queries. Further, recognizing the limited value of systems that translate queries alone,
we applied the same techniques to provide gloss translations of documents after retrieval.

The query translation, retrieval and presentation components are described in some detail
in Davis and Ogden (1997b). In short, the query translation process involves:

1. Tag the English query with a statistical parts-of-speech tagger.
2. Reduce the English query terms to their stems and eliminate kill words, preserving the

tagger markup.
3. Look-up the stemmed terms in a bilingual lexicon, selecting translation equivalents that

match parts-of-speech.
4. Retrieve a document set using the English query on the English side of a parallel, aligned

corpus.
5. Speculatively retrieve document sets for each possible equivalent Spanish word on the

Spanish side of the parallel, aligned corpus.



348 DAVIS AND OGDEN

6. Choose the Spanish equivalents that produce retrieved documents that most resemble
the English retrieval results.

7. Examine the remaining Spanish equivalents to determine if they occur in the target
Spanish document database. If they do not occur, see if the English term, stemmed with
a Spanish stemmer, occurs in the target Spanish database.

8. Construct a Spanish query based on the collected Spanish equivalents.

The final query is thus constructed from terms in a bilingual lexicon that have been
disambiguated on a parallel document corpus. Terms that are not in the lexicon are handled
as a special case because they may be proper nouns, Spanish terms or loan-words that
occurred in the English query.

The quality of the retrieval results for this methodology was again compared against a
baseline of monolingual Spanish TREC queries against TREC Spanish text collections and
demonstrated a progression from using all bilingual lexicon equivalents (40%), to using
syntactic disambiguation (67%), to using a combination of corpus-based and syntactic
disambiguation (73.5%).

This same procedure was then applied to translate retrieved documents back into English
on a word-for-word basis. The corpus-based disambiguation phase was dropped for speed
purposes in the resulting system, and was replaced with selection based on corpus frequency.
That is, if a Spanish term has multiple English equivalents, we translated the term as the
equivalent that occurs most often in a large English collection. We also made alternative
translation equivalents available in the translation interface. This was the first time we had
tried to design a working CLTR system that could actually be used by an end-user to query
documents, retrieve documents and translate them.

3.6. Discussion

Our studies had, by this point, led us to believe that there was potential merit to the role
of parallel texts in CLTR. The conclusions had suggested, however, that the noisy relation-
ships between candidate equivalents (and co-occurring words that are not good translations)
across parallel texts meant that precise translations were often difficult using inferred paral-
lel equivalents alone. Indeed, the rather mixed results of LSI research, which relies strongly
on inferring text relationships directly from parallel texts, have only bolstered this conclu-
sion (Rehder et al. 1997). The role of parallel texts in QUILT—while effective—was as
a final adjunct to the translation process. The potential for better coverage of specialized
terminology and proper nouns afforded by parallel texts remained compelling, however,
so our latest studies have focussed on simple methods to supplement lexical transfer with
derived parallel equivalents. This move towards simplicity has been driven by our funda-
mental goal to produce working systems as much as to research the primacy of different
mechanisms for CLTR.

In TREC-6, for example, we used a modified alignment procedure (Davis and Ogden
1997a) to infer phrasal, parallel equivalents from the Canadian Hansards for English-French
CLTR. A WWW-based bilingual dictionary http://humanities.uchicago.edu/ARTFL/
ARTFL.html. was used to translate query terms word-for-word. When the bilingual
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dictionary failed, the parallel lexicon was applied. The effect of the parallel lexicon was
to fill-in several terms that did not occur in the bilingual dictionary, like the equivalent
for “AIDS”. The overall results were very good, with the resulting system using English
queries performing at approximately the same average precision as the monolingual French
queries.

At the same time, we became increasingly interested in the relative role of the user in
formulating and improving queries, and in judging and understanding retrieved documents.
If we assume that the user knows which meaning is correct among the many meanings that
a query term can take on, then we should also expect that the user is a very good source
for selecting among those meanings. This role might very well be useful in CLTR systems
as well. In the next section, we describe research on both monolingual interactive retrieval
systems and CLTR interactive systems.

4. User studies

During late Tipster Phase II and early Phase III, we began to participate in the TREC inter-
active retrieval track. The interactive track had become a forum for the empirical evaluation
of specific user performance questions. Our growing interest in moving CLTR systems
from a purely experimental framework to real systems, as exemplified by QUILT, further
motivated us to begin to examine basic questions related to human-computer interaction
with IR systems.

4.1. Semantic networks for interactive query formulation

Our first attempt at comparing retrieval interfaces involved evaluating users of NIST’s
ZPRISE system against a system called Infoview. Infoview was developed in the NMSU
Psychology Department based on early work on representing semantic relationships be-
tween terms using network structures. The networks were built using the Pathfinder algo-
rithm (Schvaneveldt et al. 1989) operating on large matrixes of term-term co-occurrence
statistics. The Pathfinder algorithm eliminates links in the term-term linkage network if
there exists a path from term to term that is stronger than the direct link. The distance metric
for evaluating distances in the network topology is variable depending on the needs of the
application. For example, one could parameterize a Pathfinder algorithm in such a way that
if there is any 2-link path from A to B (say, A-X-B), and the path weights in the weighted
directed graph are greater according to a Cartesian distance metric, then eliminate the A-B
direct link:

w(A, B)<>
√
w(A, X)2+ w(X, B)2 (4)

Infoview presented networks built around the query terms to the user. The hypothesis
was that users could distinguish significant collocates and related terminology based on the
networks and could thus improve and expand their queries using the networks.
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Empirical tests involved a Latin-square design in which eight college students used either
the test (Infoview) or control (ZPRISE) systems on different queries. The TREC interactive
methodology has been based on the notion of “aspectual recall” in which the stated goal
of the user is to retrieve example documents covering all possible aspects of the original
query. Overall, the performance of Infoview and ZPRISE were indistinguishable in this test.
Aspect recall measured by NIST were equivalent for both systems.

4.2. Thumbnails and fish-eye document viewers

Despite this early, equivocal, result, research continued on interactive retrieval. Interactive
retrieval experiments and careful examination of the cognitive tasks helped to break down
the core sub-tasks faced by any IR system user. In related work at NMSU, for example,
Kaugars (1998) developed a document visualization system that displayed the results of a
keyword text search as a set of small graphical representations (thumbnails) of the top 20
retrieved documents laid out in one window and a single document viewer in a second
window. Document thumbnails presented color-coded highlighting indicating positions
and identities of search terms in the document, and the single document viewer showed
a fish-eye view (Furnas 1986) of the document focused on multiple regions defined by the
sentences holding search terms. He compared this system to another more traditional system
that represented documents as lists of short titles and a simple scrolled window document
viewer. Kaugars found that people were significantly faster and better at making relevance
judgments for a fixed set of retrieved documents when using the thumb-nail/fish-eye system.

There are at least two important aspects of the Kaugars interface that could have led to its
superior performance—either the document-thumbnails view or the fish-eye document view
(or both). The thumbnail view of the documents allow users to quickly scan the returned
document set for instances of keywords and keyword collocations and their distribution in
and between documents. Alternatively, the unique document viewer could have led to the
superior performance. A fish-eye view presents the area of current interest in normal scale
but as distance from the interest area increases, information scale decreases.

From the Kaugars experiment, we cannot determine the relative importance of these
two interface features. An additional study was therefore needed to investigate the role of
the thumbnail-document view feature exclusive of the fish-eye document view feature.
In addition, we wanted to test the potential advantage of the thumbnail view within the
context of an interactive text retrieval task that engaged the user more than the relevance
judgment task. Thus we attempted to replicate Kaugars’ result using an interactive, WWW-
hosted version of a thumbnail document set viewer and using the prescribed TREC-7
interactive track methodology. The system—named J24 after the July 24th deadline for its
completion—provides a browser-based interface for entering search terms and displaying
results with thumbnails for 10 documents at a time. Figure 2 shows the J24 interface
presenting ten documents as thumbnails, summaries and documents. Key terms in the
thumbnails and documents are assigned unique colors. The J24 system was once again
compared to ZPRISE that displays lists of documents with titles only.

The data we collected using the TREC-7 interactive methodology failed to replicate any
advantage for the thumbnail displays on any measure. Overall, there were no differences
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Figure 2. J24 browser-based interface showing thumbnail document representations.

between J24 and ZPRISE in the time to perform the tasks, number of documents judged to
have relevant aspects, the percent of those document that actually had relevant instances as
judged by the TREC assessors (Precision) or the percent of judged relevant instances that
were found by our searchers (Recall).

It was very difficult to determine what effect document thumbnail views may have had
on the interactive retrieval task from the measures available in the TREC data. Aggregate
data like average recall and precision may mask the underlying effects of our interface
technique. A user model of the processing steps necessary to complete the retrieval task the
participants were asked to do quickly illuminates the likely steps which could be affected by
thumbnail displays and why these effects would not have shown up in the TREC measures.

4.3. User models of decision making

There are a number of types of decisions that users must make in an interactive text retrieval
situation. From the selection of query terms, to the assessment of effectiveness of those
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terms in narrowing the search, to the assessment of document relevance either by keyword
occurrence, reading a summary, or finding and reading relevant passages. The ability to
make these decisions can vary widely from person to person depending on their experience
with making these decision and their knowledge of the domain of the search. The number
and types of decisions that need to be made vary from task to task and also depend on the
domain and how relevant documents are distributed in the data. A decision making strategy
that works well for one type of information request may not work for another, and a good
searcher can easily shift to more appropriate decision making activities as the situation
changes.

All of these decisions can either be aided by a well designed interface or hindered by a poor
one. If a single interface element, such as document thumbnail display, aids one decision
making step, such as being able to quickly reject a non-relevant documents because it does
not contain a critical keyword, then it will only be effective in tasks in which this is a viable
and effective strategy and the user knows how to employ it. It is unlikely to show a major
effect over a range of information retrieval tasks in which the affected decision-making step
plays a minor role in the overall performance of the user.

If we are going to study the effectiveness of user interfaces in interactive text retrieval
then we must look at the effectiveness that interface elements have in aiding the decision-
making process in some very prescribed circumstances that may contribute to the overall
performance of the user and system.

One of many possible ways we might model the user’s task is as follows:

1. Read Topic
2. Choose query terms
3. Enter terms
4. Scan returned document list
5. Choose documents to read
6. Read relevant passages
7. Decide relevance
8. Determine if new instance of aspect
9. Save document

10. Modify query?
11. Finished

It should be apparent that the user must process a wide variety of information in a wide
variety ways. Without doing a careful protocol analysis of several users engaged in the
task we can not make any definitive claims about the validity of this model but given that
it captures the essence of the interaction, it is apparent that user’s ability to accomplish
Stage 6, Stage 7 and Stage 8 will be the largest factors in their overall performance. It
should also be clear that our document thumbnail interface technique should affect only the
Document Selection Stage and could therefore have very little impact on the user’s overall
ability to find new instances.

Remember that the original finding by Kaugars suggested that there was a benefit for
document thumbnails in the context of a relevance judgment experiment. Thus, participants
in his experiment were engaged in only two of the stages outlined in this task breakdown,
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document selection, and relevance judgment. Also remember that Kaugars had two inter-
face techniques: document thumbnails could affect the document selection stage, and/or
document fish-eye views could have affected the relevance judgment stage.

In the next experiment, we wanted to test the relative importance of document thumbnails
in a task similar to that used by Kaugars.

4.4. Document selection study

In this study participants were asked to judge the relevance of a document without reading it.
The J24 interface was adapted to only show either the document thumbnails or the document
titles. The document text view was not shown. Thus, in this study participants were asked to
judge the relevance of documents based only on the information contained in the thumbnail
views or in the title fields. Four participants each used both versions of the system to judge
20 documents for relevance to each of 11 TREC-7 topics. The topics were chosen if the top
20 documents had a heterogeneous distribution of key terms among them. In this way the
thumbnail views would be at least guaranteed to provide some information with which to
distinguish documents.

In this study, there was a clear advantage for the thumbnail view condition. Average time
to judge 20 documents was much less with the thumbnail view and participants judged
a higher proportion of relevant documents correctly (Recall). These results can be seen
in figure 3. Participants using the thumbnails views were on average 30 seconds faster,
t (3) = 3.82, p < .01, and had a .38 higher average Recall score,t (3) = 7.16, p < .001.
There was no significant difference in the Precision score. The higher Recall scores were
primarily due to participants judging more documents as being relevant. They judged that
an average 4.62 documents were relevant when viewing the thumbnails but an average 2.07
documents when viewing titles,t (3) = 4.77, p < .005.

Figure 3. Comparison of times, precision and recall for title-only versus thumbnail judgments.
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4.5. Interactive CLTR: Arctos

In an effort to understand how systems like QUILT might be improved, we have recently
conducted some preliminary experiments on an interactive, cross-language text retrieval
system. The system, Arctos, provides a user with a browser-based interface with which to
enter English queries. After an initial query is entered, the query is translated using a simple
word-for-word or phrasal translator. The user can improve the query translation using links
to on-line bilingual resources and then submit the query for retrieval against multilingual
document collections. The retrieved documents are presented using thumbnails and query
term highlighting. Further, the user can have the returned document translated from the
target language to English by the Babelfish translation engine available from Systran and
Alta Vista.

The interactive task in this preliminary study was for one user to use English TREC
CLTR track topics to retrieve and judge the relevance of German documents. The user
judged himself completely ignorant of German. The subject formed their own English query
based on the TREC topics statement in English, modified and improved the German query
while examining documents and using on-line resources, submitted the modified query to the
URSA engine for retrieval, examined the retrieved documents using the German equivalents
and thumbnails in the J24 interface, submitted the documents to the Babelfish translation
engine to translate to English, and judged the top 10 documents retrieved as either relevant
or non-relevant. No time limit was set and the user spent approximately 8 hours working
on 22 TREC queries.

The results were evaluated based on whether the documents were relevant and judged by
the user as relevant [n = 69], relevant and judged irrelevant [n = 1], irrelevant and judged
relevant [n = 11], or irrelevant and judged so [n = 43]. Documents were excluded if this
system retrieved them but they were not in the TREC judgments for these queries. From
these numbers we calculated a False Hit Ratio, that is, the ratio of the number of documents
that were irrelevant but judged relevant to the number relevant and judged so. The false
hit ratio for this experiment is only 15.9%. We further calculated the False Drop Ratio at
2.32%, which indicates the relative number of times a relevant document was incorrectly
judged irrelevant to the number of times an irrelevant document was also judged irrelevant.

The combined performance figures for this system indicate a very low percentage chance
of error in using this cross-language retrieval system. The user reported using a very wide
range of techniques to modify queries, and reported particular difficulties with generating
good phrasal equivalents in German, where compound nouns are often extremely important
as query elements. The primary resource used to improve and evaluate queries was the on-
line bilingual dictionary. Ongoing research is exploring alternative techniques for making
query translation resources readily available to the end user.

5. Discussion

The goal of “universal” text retrieval is to get users the texts they want in as useful a form as
possible, in as efficient a manner as possible, and without regard for language. The systems
we have produced—especially Arctos and J24—bring five years of Tipster research together
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that unite multilingual, cross-language and interactive technologies in an effort to provide
the beginnings of a universal text retrieval system.

Ongoing work is aimed at improving our understanding of the effectiveness of various
metaphors for visualization of retrieval results. While the work on thumbnail representations
demonstrates that relatively simple mechanisms for visualization can provide advantages to
an end user over standard WWW-based retrieval presentation methods, there is clearly an
enormous range of work that can still be done. First, the interactive cross-language retrieval
evaluations of Arctos demonstrates that keeping the human “in the loop” during query
formulation has significant value in the CLTR scenario. Although we received initially
negative results from our work on Pathfinder networks for query improvement, there may
nevertheless be additional avenues and evaluation methodologies that reveal ways in which
query improvement can be done interactively for the monolingual case as well. Among
these are detecting terms with that are polysemous and soliciting greater user input about
the desired meaning of the term. This same problem may also be handled by modeling the
system user. If a user is known to be interested in financial information, then a query can
be expanded by “investment bank” when they enter a query containing “bank” and not by
“Mississippi” or “levee”.

CLTR research may be approaching a stand-still in that machine translation technology
exists for many core languages—and is reasonably priced and available. Our changed
focus on developing simplified tools and approaches to CLTR has been driven by the
recognition that the “minor” languages will remain unserved by MT vendors for purely
economic reasons. Research here is focusing on developing shallow tools for leveraging
small bilingual lexicons that are freely available, and acquiring parallel and non-parallel
corpora from the huge body of documents on the Web. Making maximum use of these
tools also involves active research on interactive methods. The shortcomings of noisy and
small bilingual resources may actually be offset by maximizing the understanding of even a
monolingual system user. As an example, in the Kezai system under development at CRL,
we have implemented an approach to query translation that presents extended English
definitions of query terms and phrases alongside their Korean translations. The user can
select the English definition that most accurately reflects their intention in the original query.
The “opacity” of phrase translations is handled by user intervention without the need for
morphological analysis and segmentation. The correct surface forms of the Korean query
terms are selected by a user who knows no Korean.

The final, critical requirement of core multilingual text retrieval for universal retrieval
has been met by building on the Unicode code set and maximizing the uniformity of
representation that Unicode provides. URSA has served as central building block for most
of our recent Tipster research, including the CLTR and monolingual interactive systems.
Language-specific tokenization and morphology components can be added to the URSA
indexing and query pipelines through hooks exposed to the developer. The system eliminates
the complexities associated with multi-byte, double-byte and single-byte encodings by using
the double-byte UCS2 representation exclusively. While the costs of indexing UCS2 texts
are small (especially if you do not keep around the UCS2 texts), the benefits in having a
single, central default tokenizer for all languages have enormously simplified our ability to
expand the language repertoire of URSA as new languages are introduced.
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Universal text retrieval in the strongest sense is likely a moving target in that one will
always be able to improve and optimize the presentation or translation components of any
system. Our work in Tipster has really tried to span the chasm from pure research to practical
systems that deliver some portion of the promise of universality.
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